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Our supplementary material provides additional insight into the implementa-
tion of our method, offers further background on score distillation sampling,
and presents more details on how we evaluated our approach, along with
extra results.
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1 Implementation details

Our implementation is based on ControlSketch’s implementation [Arar

et al. 2025]and the mesh is rendered with the differentiable renderer
Nvdiffrast [Laine et al. 2020]. We use Stable Diffusion 1.5 [Rom-
bach et al. 2022] for the SDS loss, unless otherwise noted. Spatial
conditioning is imposed using ControlNet [Zhang et al. 2023] with
a depth map generated by Depth Anything V2 [Yang et al. 2024]
and captions are generated for the input images automatically with
BLIP-2 [Li et al. 2023]. All parameters are optimized with a learning
rate of 0.001 and for a total of 2000 iterations. The default regularizer
coefficients used are Apyirness = 1.0, Aborder = 104, and Apalette = 1.0.
We use Adam [Kingma and Ba 2015] for the optimization. Mesh
simplification is performed every 50 steps until iteration 1000; the
final 1000 steps perform only color and geometry refinement. On
an NVIDIA RTX 4090, the full procedure completes in about five
minutes. Our palette color assignment is illustrated in Fig. 1. The
MLP consists of 3 layers with a uniform hidden dimension of 64,
and its output embedding space dimension is 8.

“Both authors contributed equally to this research.

Authors’ Contact Information: Ruben Wiersma, rubenwiersma@gmail.com; Alexandre
Binninger, alexandre.binninger@inf.ethz.ch; Peizhuo Li, peizhuo.li@inf.ethz.ch; Tanguy
Magne, tanguy.magne@inf.ethz.ch; Annika Oehri, oehria@inf.ethz.ch;

Aviv Segall, avivsegall@gmail.com; Danielle Luterbacher, danielle.luterbacher@inf.
ethz.ch; Marcel Padilla, padilla.marcel@gmail.com; Jing Ren, jing.ren@inf.ethz.ch; Olga
Sorkine-Hornung, sorkine@inf.ethz.ch,

ETH Zurich, Zurich, Switzerland.

(Omom

This work is licensed under a Creative Commons Attribution 4.0 International License.
SIGGRAPH Conference Papers °26, Los Angeles, CA, USA

© 2026 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-2554-8/2026/07

https://doi.org/10.1145/3799902.3811050

Current [ Face to color mapping ] Output
mesh colors
- ] Cl, ... Cp
) < PP TTTTIT—— Strict
= ! 1 argmax | palette constraint
; |
—. S| MLE, !
N o | bl
\\_' § : = o %
i Dl
Oe 7| | |2 8 .
1 I
) Lol LS
dme (g e
< . A D8 A
Sl |5 R=S Soft
5 ° Q | =] palette constraint
% | gl ! (_J
. 13) I 1
© . : 2] ; embed R 1 softmax B &
o
. Py |l e ) £ q
I input 7J

Fig. 1. Face-to-color mapping with palette constraints. Each triangle face
f is represented by its barycenter b, passed through positional encoding
and an MLP to produce a latent vector us. The face logits are then obtained
and converted to colors cy either by a softmax (for a convex mixture of
palette colors) or by an argmax (for a single discrete palette color). This
parameterization ensures positional coherence while supporting both strict
and soft palette adherence.

2 Background

Our method relies on a technique called score distillation sampling
(SDS) [Poole et al. 2023] that derives a semantic loss from a pre-
trained diffusion model. SDS was originally introduced to update
the parameters of a neural radiance field (NeRF) [Mildenhall et al.
2020] and has enabled training-free generation of many other differ-
entiably rasterizable representations, such as vector graphics [Jain
et al. 2023; Xing et al. 2024; Zhang et al. 2024], font design [Iluz
et al. 2023], Escher tilings [Aigerman and Groueix 2024] and 3D
structures, such as mesh textures [Youwang et al. 2024] and 3D
Gaussians [Tang et al. 2024]. Although each representation poses
its own specific challenges, the underlying principles are shared.
We outline this common background in this section.

2.1 Diffusion models

Diffusion-based generative models learn to sample from a data
distribution pgata by reversing a noising process [Ho et al. 2020;
Sohl-Dickstein et al. 2015]. Starting from a clean sample xy, a for-
ward Markov chain progressively corrupts the sample into a latent
variable x; for discrete timesteps ¢ € {1,..., T}, using a predefined
variance schedule [Kingma et al. 2023; Song et al. 2021]. A neural
network € is then trained to predict the Gaussian noise that was
injected at each step. This enables approximate sampling from the
reverse process pg(x;—1 | x;). Sampling begins from a standard
Gaussian noise sample xr, and the sample is iteratively denoised un-
til a clean sample is obtained. To steer generation toward a condition
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